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Traditionally, experimental assays designed to study 
the rate laws of biochemical reactions have been 
carried out in vitro. The rate laws derived from such 

experiments hold only so long as do the assumptions on which 
they are based, chief amongst which is the assumption that 
the reaction conditions in vitro are analogous to those in vivo. 
If the laboratory reaction environment differs significantly 
from that of the cell, then we must rethink rate laws we have 
based on the results of these experiments. Recent research has 
suggested that for many reactions this may be the case. In 
particular, the law of mass action has been challenged by many 
authors as being unlikely to hold within the constraints of the 
cellular environment.1,2 Firstly, the law fails because the system 
is not dilute. Studies have found that the macromolecular 
concentration of the cell (the concentration of the largest class 
of molecules, including proteins, in the cell) is 50-400 mg/ml, 
and as much as 5-40% of the total volume of the cell can be 
occupied by macromolecules.3,4,5 Additionally the viscosity of 
the mitochondrial matrix, the interior of the mitochondria, 
can be as much as 25-37x higher than that of a traditional 
experimental buffer solution.6 Secondly, the medium can not 
be said to be well mixed, since macromolecules can enter the 
cell at multiple locations specific to the type of macromolecule, 
and the diffusion of these molecules once in the cell is severely 
impaired.7 In the cytoplasm, macromolecules can diffuse as 
much as 5-20x slower than in saline solutions.8,9,10 Furthermore, 
it is understood that the cell is a highly compartmentalized 
system, where many reactions are spatially confined to specific 
organelles.11 In fact, without this compartmentalization 
many reactions would not be able to occur at all. Still more 
reactions are confined to two dimensional surfaces, such as 
lipid membranes, or one dimensional environments such as 
cytoskeletal pathways. Because of these factors it is questionable 
whether the law of mass action holds within the cell.

It has been proposed that the conditions of the cellular 
environment may cause reaction mechanisms to exhibit fractal-
like kinetics. The kinetics can be explained by the theory that 
the cell contains a percolation cluster (a set of connected lattice 
sites which touches the top and bottom or left and right of 
the lattice) of intra-cellular elements such as lipid membranes 
or cytoskeletal structure.12,13,14 Percolation theory tells us that 
the fractal dimensionality of a system varies with the degree 

to which it is crowded by obstacles. As the level of crowding 
approaches or reaches the percolation threshold, the formation 
of percolation clusters is observed. In the case of this simulation 
our percolation clusters will be clusters of lattice sites which 
are unoccupied by obstacles. These clusters affect the random 
diffusion of macromolecules through the system and cause 
the reaction mechanism’s rate law to exhibit a time-dependent 
factor. While the Euclidean dimension of the reaction, either 
one, two, or three dimensional, is relatively easy to simulate 
in vitro, the conditions leading to fractal dimensionality are 
significantly more difficult to reproduce. 

Although intracellular conditions are difficult to duplicate 
in the laboratory, computational simulations offer the ability 
to observe fractal-like kinetics. Computational results by Berry  
and Turner and Schnell have both provided evidence to support 
the theory that fractal-like kinetics are observed when obstacle 
densities approach the percolation threshold.15,16 Similar 
simulations have been tested against pharmacokinetic data with 
success.17 Studies with an enzymatic glucose oxidation reaction 
have also shown correspondence to the simulation results, and 
further studies using fractal techniques to predict biological 
processes have also met with success.7,18 These studies are not 
enough to verify the accuracy of the proposed simulations, 
but they provide clear evidence that the theories of traditional 
kinetics, based on the law of mass action, need to be revisited. 
The need for further studies comparing computational and 
experimental results is still great, and it will be necessary in 
the future to verify the proposed models. Experimental studies 
are, however, outside the scope of this paper. The focus is 
instead placed on the improvement of current computational 
techniques and furthering the analysis of their results.

Methods
Simulation Definitions

In this section we will lay out the theoretical basics of 
the simulation. For a more detailed description of how the 
simulation was implemented see section “Implementation.” 
The simulation takes place on a two dimensional rectangular 
grid space. Each grid space can be either empty or occupied by 
a single molecule. No grid square may be occupied by multiple 
molecules at any given time step. Each molecule is defined by 
its coordinates in space and its associated “type”. A molecule 
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type is defined as a 3-tuple T={R, I, S} where R is the set of 
reactions which contain member T as a reactant, I is a boolean 
(0 or 1) value which represents T’s mobility as either mobile or 
immobile, and S is a natural number representing the molecule 
type’s speed (probability of movement) as a factor of 1, where 
1 means the molecule moves every time step (S=n implies a 
molecule of this type has a probability of 1/n of moving on 
a given time step). A reaction is defined by a 3-tuple R={M

R
, 

M
P
, f } where M

R
 is the multiset (the set with multiplicity, so 

the number of each element is significant) of reactant molecule 
types, M

P
 is the multiset of product molecule types, and f is the 

forward reaction rate. Note that the reverse reaction rate is not 
part of the tuple. If a reverse reaction occurs it must be defined 
as a separate reaction, such as R

r
 = {M

P
, M

R
, r}, where r is the 

reverse rate. A “spontaneous” reaction, such as one of type A 
↔ B+C, is represented as a reaction where |M

R
| (meaning the 

number of molecules) is equal to 1.

Simulation Rules
The simulation can be run for an arbitrary number of time 

steps. At the beginning of a time step t ≥ 0 a molecule m is 
chosen randomly from the set of all molecules in the system. A 
direction is then chosen randomly from the 4 neighboring grid 
spaces, and the molecule attempts to move to that grid space 
with the following rules.

(1) If the grid space was formerly unoccupied, molecule m 
now occupies that space, and the grid space which m formerly 
occupied becomes empty.

(2) If the grid space is occupied by molecule m
1
, and there 

exists no reaction which contains both m and m
1
 in its multiset 

of reactants M
R
, then m remains in the same grid square.

(3) If the grid space is occupied by molecule m
1
, and there 

exists a reaction R
1
 which contains both m and m

1
 in its multiset 

of reactants M
R
, then the location which is occupied by m

1
 is 

chosen as the site of a possible reaction. First a check is done 
to see if there are |M

P
| empty spaces in the 5 spaces including 

the site and its neighbors. If there are not, no reaction takes 

place, since it would be impossible to fit the products of the 
reaction on the grid. If enough empty spaces exist, a number 
a is chosen uniformly at random from the interval [0,1). If a 
< f, where f is the reaction rate of R

1
, then a reaction occurs. 

First, both molecules m and m
1
 are removed from the grid. If 

|M
P
|=1, a new molecule of type x, where x is the only member 

of M
P
, is placed at the reaction site. If |M

P
|>1, a new molecule 

of type x
i
 is added to the grid for each element x

i
 of M

p
. The 

location of these new molecules is chosen uniformly at random 
from any unoccupied members of the reaction site and its 
neighbors. Both new molecules are marked as “inactive” for the 
remainder of the current time step. Inactive molecules can not 
react with any other molecules that collide with them and do 
not move. At the end of a time step, all inactive molecules lose 
their inactive marking.

Implementation
The initial implementation of the algorithm was written in 

Java and included a graphics module to display the contents of 
the grid as the simulation occurs. For speed reasons the program 
was rewritten in C. The output of the C program can be piped 
through a Java program which displays the output graphically, 
as shown in figure 1. The graphic display has proven extremely 
useful for debugging purposes. It is important to note that 
although this paper only explores the use of this program 
for simulating the Michaelis-Menten formalism, it is flexible 
enough to simulate almost any reaction mechanism by altering 
the input script. All of the experiments listed in this paper were 
carried out without modifying the source code, only the input 
script provided to the program changed for each simulation. 
(The only exceptions were edits to the data-reporting module 
of the program, which was amended to print special data in a 
few cases.) 

Data Structures
The key to the simulation program’s ability to simulate 

many reaction mechanisms lies in its data structures. The data 
structures used for the simulation were chosen to maximize 
efficiency without sacrificing flexibility. Figure 3 shows the 
relationship of the data structures used by the simulation 

Fig. 1: The simulation program can pipe its output to a Java program which displays a graphical output of the simulation in progress. The image on the left is the 
display without any modifications. The image on the right is the display after the simulation has been reduced to the largest cluster problem by removing all the 
molecules which were not in the largest cluster.
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Fig. 2: A diagram of the data structures implemented in the simulation program. Boxes represent data structures, arrows represent pointers.

program. The molecules are stored in a two dimensional array, 
which represents the lattice being simulated. The molecules are 
also threaded through one of two linked lists, depending on 
whether they are mobile or immobile. Each molecule stores its 
own type in an integer and its location as a pair of integers. The 
integer representing type is an index to an array of all the possible 
molecule types. Each molecule type (eg. Enzyme, Substrate, 
etc) contains a flag setting molecules of its type as either mobile 
or immobile and an integer describing the molecules’ speed. A 
speed of 1 means a molecule type moves every time step, a value 
n > 1 means the molecule moves with probability 1/n on each 
time step. Each type also includes an array of pointers to linked 
lists. The array size is equal to the number of molecule types in 
the system, and the linked list pointed to by the array element 
at index i represents all the reactions that contain the molecule 
type indexed by i and the molecule type which contains the 
array. Each element in the linked list contains a pointer to the 
next element in the list as well as a pointer to a reaction. A 
reaction is represented by a data structure containing an array 

of pointers to the reactant molecule types, an array of pointers 
to the product molecule types, and an integer representing 
the probability of the reaction occurring upon the collision of 
the reactants. (NB: A reaction which produces two or more 
molecules of the same type will have a product array with a 
number of pointers to that molecule type equal to the number 
of molecules of that type to be produced. The same is true for 
reactants without loss of generality.)

Simulation Functions
After reading input from the user, the program begins a loop 

which iterates for a specified number of “ticks” (time steps). 
On each tick, the program performs the following actions:

(1) At the beginning of each tick, the program checks 
a variable to see if the current molecule array needs to be 
synchronized with the linked list of mobile molecules. The 
simulation begins with this variable set to true, so on the 
first run the program will always call the synchronization 
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function, and then set the variable to false. After the first tick 
this function is only called as needed. This function is O(n). 
It allocates an array of size n, where n is the number of mobile 
molecules in the system. It then copies each element of the 
linked list into an array position. As it traverses the linked 
list, it also checks for molecules which have been marked as 
“dead.” These molecules are removed from the linked list and 
not added to the array. The more perceptive reader may notice 
that this leaves us with an array allocated with more elements 
than there are molecules in the system. This is avoided by not 
counting “dead” molecules when the value of n is decided. It is 
also important to note that this function could be optimized by 
removing the linked list entirely and replacing it with two new 
linked lists, one of molecules which have been added since the 
last tick, and one of molecules which have been removed. We 
chose not to implement this because studies showed it made 
only a very small speed increase, and having a full linked list of 
all the mobile molecules is useful for some other functions.

(2) In order to simulate random molecule movement, 
the molecule array is now ordered with a uniform random 
distribution. This function is also O(n). The program sets 
variable a = n - 1, where n is the number of elements in the 
array, and sets r to an integer chosen uniformly at random, 
such that 0 ≤ r ≤ a. The array elements at a and r are then 
swapped and a is decremented by 1. This process is continued 
until a = 1.

(3) The program now beings a loop which executes once 
for each molecule in the array. First, two checks are performed 
to see if the current molecule is not “dead” or “inactive.” If it 
passes these it chooses a number r uniformly at random such 
that 0 ≤ r ≤ s, where s is the speed factor of the molecule’s 
type. If r ≠ 0, this molecule does not move, and the program 
repeats this step with the next molecule in the array. If r = 0 we 
continue to step 3a. 

(3a) If the molecule’s type has any spontaneous reactions 
(see Simulation Definitions), we choose a random number to 
see if they occur. If the molecule does not, we continue to step 
3b. We choose a new random number, r

1
 such that 0 ≤ r

1
 < c, 

where c is an arbitrary constant. We then enter a loop which 
repeats once for each spontaneous reaction the molecule can 
engage in. If r

1
 < cp’, where p’ is the probability of the first 

spontaneous reaction occurring, then that reaction occurs. We 
repeat this for each spontaneous reaction, incrementing p’ by 
the probability of the current reaction each time. If any reaction 
occurs jump to step 3c, otherwise continue to step 3b. This 
method is chosen since the reaction probabilities are assumed 
to be independent.

(3b) The program first chooses a random direction for the 
molecule to move in from the 4 cardinal directions. If the grid 
space in that location is not occupied, the molecule is moved 
from its current grid space the space in the chosen direction. 
If the grid space in the chosen direction is already occupied, 
and the molecule is not marked as “inactive,” the program 
attempts to find a reaction between the current molecule and 
the occupying molecule by traversing the list of reactions which 
the current molecule type shares with the occupying molecule 
type. If there are any such reactions, they are each checked 
in a manner similar to step 3a. If there are none, the current 
molecule does not move, and we continue from step 3 with a 
new molecule.

(3c) This step is only reached if a reaction occurs. In order 
for any reaction to occur, there must be enough space for the 
products to be placed, so the program checks if the current grid 
space and its immediate neighbors contain enough unoccupied 
spaces to place each product in a unique location. If not the 
reaction fails and the program returns to the step which pointed 
it to this one, proceeding as if no reaction had occurred. 
Otherwise the reactant molecules (molecule in the case of a 
spontaneous reaction) are removed from the grid and marked 
as “dead.” New molecules are created and added to both the 
grid and the molecule linked list appropriate for their type’s 
mobility. The newly created molecules are marked as “inactive” 
so as to prevent them from reacting with other molecules this 
time step. The program then continues to step 3 with the next 
molecule in the array.

Results
Rate Law

The most significant result of the experiments which were 
conducted using this simulation is the creation of a new rate law. 
Our simulations suggest that the new rate law is significantly 
more accurate than those which were previously used to model 
the reaction kinetics. Kopelman originally suggested the fractal-

Fig. 3: Recreation of Berry’s simulation carried out to 600 time steps. Same simulation continued to 10,000 time steps. The grey line represents the point at 
which Berry’s simulation terminated.
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like kinetics formula for reactions of type A+B → θ:19

Schnell and Turner later proposed that the Zipf-Mandelbrot 
distribution was a more accurate description of the rate law:

The results from which Berry and Schnell and Turner drew 
their conclusions regarding the equation for the reaction rate 
were based on simulations which ran for only 600 time steps. 
We reconstructed their simulations within our own program 
and allowed our simulation to run for 10,000 time steps. When 
fitting our data to the two previously discussed equations, an 
interesting observation was made. As shown in figure 3, the 
data seems nearly linear (on a log-log plot) when examined to 
only 600 time steps. From this graph we could easily infer that 
the rate law is a power law. However when the same simulation 
is run to 10,000 time steps the linear relationship becomes 
decreasingly valid. After around time step 100 the data begins 
to look increasingly less linear on a log-log plot and more linear 
on a semi-log plot. In accordance with this finding we decided 
to attempt to fit the data to an exponential function. This 
performed better than the fractal-like law, but worse than the 
Zipf-Mandelbrot distribution.

From the log-log and semi-log plots of the data it seemed 
possible that the reaction may occur in two phases. In fact, 
simulations in which the reaction was slowed down as much 
as 100x have shown that the power law representation is nearly 
perfect for the short time scale. In light of these findings we 
propose yet another mechanism, which, throughout the 
experiments listed in this paper, fit the data significantly more 
accurately than the two mentioned above:

We will refer to this new rate law as the combined power-
exponential law. Figure 4 shows the actual data plotted beneath 
the fitted curves. The Zipf-Mandelbrot and combined power-
exponential laws both fit reasonably well to the center portion 
of the curve, but the combined power-exponential law is 
significantly more accurate at very short and very long time 

scales. The r2 value of the fit is .99 for the combined law, and 
.96 for the Zipf-Mandelbrot distribution. In other simulations, 
with different initial values of [S] and [E], the fit of the Zipf-
Mandelbrot distribution dropped as low as .935, while the 
combined law’s worst-case r2-value was 0.991.

Reactant Segregation
The rate laws proposed by Berry and Turner and Schnell have 

a time-dependent factor. This dependence is the result of the 
anomalous diffusion of reactants over time.20 The anomalous 
diffusion exhibited by random walkers on a percolation cluster 
causes reactant segregation, where enzymes and substrates 
become further apart on average over time. The increased 
distance between reactants causes a decrease in the number of 
reactants which are within sufficient proximity to react with one 
another, thus lowering the rate constant. It would therefore be 
more accurate to describe our rate law as a function of diffusion 
than as a function of time. However since diffusion itself is 
dependent on time, and time is far simpler to measure, we 
choose to define the rate law as a function of time for the sake of 
practicality. This does not imply that understanding the effects 
of anomalous diffusion is not worthwhile, in fact, quite the 
opposite is true. For instance, an understanding of anomalous 
diffusion is important when predicting what effects will be 
caused by the addition of new molecules to the simulation after 
it has already begun, as is done in the simulation conducted 
by Lin et. al. In such a case diffusion is not only dependent on 
time, but is also affected by where and when new molecules 
are added. Clearly a time-dependent rate constant will not 
suffice in this case. In a broader sense, a firmer understanding 
of the effects of anomalous diffusion may lead to a generalized 
deterministic rate law for multiple reaction mechanisms, not 
just the Michaelis-Menten formalism studied in this paper. In 
order to further investigate these effects, a function was created 
within our simulation program to study the distances between 
S and E molecules at different points in time. We define the 
“average shortest distance” by the following formula:

We define the “average average distance” by:

Where c
E
 is the count of enzyme molecules in the system, 

c
S
 is the count of substrate molecules, E

i
 is the i-th enzyme 

molecule (using a 1-based index), S
j
 is the j-th substrate 

molecule, and D(E
i
,S

j
) is the shortest number of moves in 

which E
i
 can reach S

j
 without passing over an obstacle. An 

important distinction is made here between the calculation 
of distance as the minimum number of moves necessary to 
reach the co-reactant without passing through an obstacle, 
whereas previous papers have measured the root-mean-squared 
displacement between the two, regardless of obstacles. We chose 
to measure distance in this way because it better captures the 
distance within the percolation cluster of the two molecules. 
The calculation of D(E

i
,S

j
) allows E

i
 to pass over other mobile 

molecules in its movement. This assumption is reasonable 
since other mobile molecules slow movement by a constant 
factor over the entire accessible lattice. The specific locations 

Fig.4: A comparison of the Zipf-Mandelbrot distribution and the combined 
power-exponential law. The blue points represent the simulation data provided 
by the recreation of Berry’s simulation to 10,000 time steps. The yellow line 
represents the Zipf-Mandelbrot distribution. The green line represents the 
combined power-exponential law proposed in this paper.



Volume 4 • Issue 1 • Fall 200512 jur.rochester.edu

of these molecules at a given point in time is irrelevant over 
the mean field approximation. The validity of this assumption 
breaks down if we introduce molecule types which move more 
slowly than E, since slow moving molecules can act as obstacles 
over a short time slice. The validity of the assumption is also 
degraded if we have a reaction mechanism which produces 
more or less products than it consumes reactants, since the 
changing concentration of mobile molecules in the system will 
alter the factor by which diffusion is slowed over time.

In one step any single enzyme molecule can only react with 
a substrate within two moves of it. Therefore it can be assumed 
that the rate law is probabilistically proportional to the 
number of substrate molecules within 2 steps of any enzyme at 
a given time step. The probability of such a reaction occurring 
is related to the initial positions of the molecules relative to 
each other, the order in which the molecules move, whether 
they move towards each other or away from each other, and 
the existence of other molecules surrounding the potential 
reactants. Although a detailed probabilistic analysis was not 
possible within the frame of this research, a rough estimate 
places the probability of reaction at around 0.25S

1
+0.0625S

2
, 

where S
i
 is the probability of a substrate molecule existing 

within i steps of a chosen enzyme.
The quantities of D

S
 and D

A
 were measured by the use 

of a breadth first search on the grid space. For D
S
 the search 

halts after finding the first substrate, whereas for D
A
 the search 

continues until the entire accessible space has been exhausted. 
The values of D

S
 and D

A
 are then calculated by repeating the 

search for each enzyme molecule and averaging the results. 
Figure 5 shows the results of the breadth first search for D

S
 and 

figure 6 shows the results for D
A
. A third histogram, shown in 

Fig. 7 was created by taking the value of D(E
i
,S

j
) for 0 ≤ I ≤ 

c
E
, 0 ≤ j ≤ c

S
. This histogram can be interpreted as f(x) = the 

number of paths from an enzyme to a substrate of length x.
The histograms in all three sets fit well to a beta distribution, 

suggesting a possible cause for the exponential behavior seen 
in our rate law. In simulations run without obstacles the 
histogram fits a triangle distribution with a constant width and 
an exponential decrease in height over time. For early steps the 
histogram of D(E

i
,S

j
) shows an interesting deviation from the 

beta distribution up to around x = 30, which is likely related 
to the power law relationship exhibited early in the simulation. 

Fig 5: [A] The histograms of D
S
 at steps 0, 50, 100, 500, 1000, 2000, 5000, and 7500. [B] The change in D

S
 (y-axis) over (x-axis). Both of these are the results 

of averaging over 250 runs of the recreation of Berry’s simulation carried out to 10,000 steps.

Fig. 6: [A] The histograms of D
A
 at steps 0, 2000, 5000, 7500. [B] The change in D

A
 (y-axis) over (x-axis).

Fig. 7: [A] The histograms of D(E
i
,S

j
) for 0 ≤ I ≤ c

E
, 0 ≤ j ≤ c

S
 at different steps. [B] The change in D

S
 (y-axis) over (x-axis).
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As time progresses the histograms begin to fit better to the 
beta distribution and the effects of the deviation become less 
evident. This observance is predicted by the disappearance of 
the power relationship in our rate law over time.

Discussion
The results presented in this paper provide clear evidence 

that the rate law, at least under our simulated conditions, is 
more complex than previously believed. The simple power-
law formalism does not fully capture the behavior of the 
function, whereas the proposed combined power-exponential 
law provides a more accurate model. Preliminary results 
indicate that the explanation of this effect may lie in reactant 
segregation, however a more rigorous mathematical analysis is 
necessary before this conclusion can be affirmed. A probabilistic 
analysis of the dependence of the frequency of reaction on the 
reactant segregation (or more accurately described as variables 
x and y, the number of reactants within distances of 1 and 2 
respectively) might help to understand the relationship between 
anomalous diffusion and reaction rate.

It is also important to note that there are many factors our 
simulation does not take into account. For instance, all of the 
macromolecules are assumed to be of the same size. In practice 
this is not always the case, and it is likely that a continuum of 
various sized molecules interacting within the same area has 
an additional effect on the reaction kinetics. Furthermore, it 
is well known that many macromolecules within the cell have 
a enzyme mediated tendency to aggregate and form larger 
structures. It is likely that this will further complicate the 
results of crowding on the reaction mechanism.
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